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DEAD ON ARRIVAL? URI FAILURE PATTERNS  
AND ONTOLOGY MONITORING IN THE HERITAGE DOMAIN

1.  Introduction

Heritage Science (HS) is a research field combining social and natural 
sciences applied to Cultural and Natural Heritage. Its multidisciplinary nature 
creates an acute need for shared data repositories and appropriate management 
tools, as already emphasized by several authors (Kennedy 2015; Bordalo, 
Bottaini, Candeias 2020; Castelli, Felicetti, Proietti 2021). This need 
is especially acute in HS because of the complex articulation of its numerous 
fields of investigation. Semantic technologies have emerged as a natural re-
sponse to this need, offering tools capable of bridging disciplinary gaps and 
enabling the contribution of multiple areas of expertise to a common object 
of research.

Over the last two decades, the Heritage field has seen a rapid proli-
feration of controlled vocabularies, taxonomies, ontologies, and metadata 
standards, while semantic technologies have advanced interoperability across 
the domain. These resources are collectively known as Semantic Artefacts 
(SA), a term reflecting their shared capacity to structure knowledge and 
render it machine-readable (Hugo et al. 2020, 12). However, a consensus 
is simultaneously emerging regarding the necessity for such tools to comply 
with accessibility and reusability standards – a threshold that many resources 
still fail to meet. The recently published report within the FAIR-IMPACT 
project (Le Franc et al. 2020) highlights the main issues characterizing 
ontology development in this regard: resources frequently lack proper docu-
mentation, version control, and are not published or maintained following 
Linked Data and FAIR data principles (Findable, Accessible, Interoperable, 
Reusable; Wilkinson et al. 2016; see also Garijo, Poveda-Villalón 
2020). Most resources fail to provide metadata related to creation and mo-
dification dates, namespaces, and bibliographic references, while versioning 
information is often missing from URIs and, when present, rarely adheres 
to semantic versioning principles.

Within the frame of the H2IOSC Project (Humanities and Cultural 
Heritage Italian Open Science Cloud; https://www.h2iosc.cnr.it/), one of 
the original goals of Task 4.10 was to conduct an internal survey assessing 
the existing SAs landscape for the Heritage domain in preparation for the 
development of an ontology for Heritage Science (Caravale et al. 2024, 519; 
Scarpa et al. 2025). Initially conceived as a conventional project deliverable, 
the survey soon revealed a highly fragmented scenario that required moving 
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beyond the initial scope. It became clear that a more structured approach 
was needed, namely the systematic digital cataloguing of the identified SAs 
through a dedicated platform. Available software for browsing, hosting, 
and serving SAs, such as OntoPortal (Jonquet et al. 2023), represented 
the most natural candidate for this purpose, but was excluded from the 
outset for two main reasons. First, the implementation of a SAs’ catalogue 
of this kind would have extended well beyond the objectives of the survey, 
requiring a level of effort incompatible with the resources allocated to the 
task. Second, the survey immediately showed that many of the identified 
SAs could not have fully benefited from a machine-actionable catalogue 
(particularly with respect to functionalities such as metric extraction, 
metadata extraction, and automated overviews of classes and properties) 
because they lacked dereferenceable URIs (Scarpa, Valente 2024b, 547). 
Nevertheless, the systematic collection of metadata relating to all available 
SAs remained a key objective. 

For this purpose, The Heritage - Semantic Tools and Interoperability 
Survey (H-SeTIS) relational database was created to address this landscape 
systematically (Scarpa, Valente 2024a). H-SeTIS is a curated registry, with 
a data model aligned to common standards such as Dublin Core and schema.
org, centering on five key object types: ontologies, metadata standards, 
thesauri, application profiles, and compatible software available in the 
Heritage domain. For each catalogued resource, H-SeTIS records information 
sufficient to assess compliance with FAIR principles and alignment with the 
Linked Data paradigm, alongside bibliographic references maintained through 
a public Zotero group. A full description of H-SeTIS’s conceptual structure 
and data model is provided in Scarpa, Valente (2024b), to which we refer 
the reader for details.

2.  The Ontology health monitor

2.1  From design to deployment: H-SeTIS scope and the case for continuous 
monitoring

A major consequence of this approach is that H-SeTIS requires conti-
nuous monitoring. Ontologies are included in the database regardless of their 
implementation status: both fully developed ontologies and those still at the 
design stage are surveyed, provided they are documented in an academic 
publication or official project deliverable. To maintain the effectiveness and 
reliability of the database, ongoing monitoring is necessary to verify whether 
ontologies remain accessible through their dereferenceable URIs, whether they 
have been updated, and whether resources initially at the design stage have 
progressed to implementation.

http://schema.org
http://schema.org
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To support the ongoing work initiated by H-SeTIS, a dedicated moni-
toring tool is currently being tested whose architecture and indicators are 
directly shaped by the evidence patterns the survey continues to surface. In 
its prospective form, the tool operates as an automated, two-source pipeline 
combining the manually curated registry metadata drawn from the H-SeTIS 
API with live, periodic probes of each ontology’s declared namespace URI 
(when available). For every registered ontology, the pipeline retrieves a set 
of registry-level indicators (including development status, publication date, 
declared serialization formats, and documented uses by other registered 
resources) alongside a suite of live-probe indicators derived from direct 
HTTP requests to the namespace URI: reachability and HTTP response sta-
tus, availability of a machine-readable RDF encoding, version information, 
and a staleness metric computed from the most authoritative last-modified 
timestamp available, whether drawn from the ontology’s own metadata, the 
server response headers, or, as a last resort, the H-SeTIS editorial record. 
These indicators will feed a publicly accessible dashboard refreshed on a 
scheduled basis, providing a longitudinal view of the health of ontologies 
across the Heritage domain.

2.2  Why URIs fail: a brief assessment

The lack of dereferenceable URIs has proven to be one of the most con-
sequential and persistent quality issues surfaced by H-SeTIS that the ontology 
monitor can assess. Over the two years during which the database has been 
developed, populated, and actively used, the problem has manifested in at 
least three distinct ways: SAs that initially had dereferenceable URIs became 
inaccessible; others changed their URIs without maintaining redirects from 
the original; and a significant portion never had functional URIs at all. The-
se are not equivalent failures, as they reflect different stages of the ontology 
lifecycle at which things can go wrong, and they require different remedies. 
What they share is the practical consequence of making the resource invisible 
to machines and difficult to reuse by humans.

The evidence accumulated in H-SeTIS allows for a typology of URI fai-
lure that goes beyond the simple binary of resolvable versus non-resolvable. 
At least four distinct patterns have been identified, each with its own causes 
and implications. The first and most structurally fundamental failure is 
the use of a namespace URI on a domain the author does not control. The 
clearest example is the default IRI generated by Protégé (Musen 2015), the 
most widely used ontology editor, when an author saves a new file without 
modifying the automatically assigned namespace: http://www.semanticweb.
org/[username]/ontologies/[year]/[n]/[name]#. The domain www.semanticweb.
org has never served content at those paths and was never under the control 
of ontology authors. Any tool attempting to dereference such a URI receives 

http://www.semanticweb.org/
http://www.semanticweb.org/
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a connection error as the domain does not function as a web server at all. 
This pattern is not marginal: it is a predictable byproduct of a widely used 
tool’s default behavior, and it recurs frequently among ontologies developed 
in academic contexts where no ontology engineering review takes place be-
fore publication. Ontologies carrying such URIs are, in the terms proposed 
by this paper, dead on arrival as Linked Data resources: the OWL file may 
exist and be intellectually sound, but the ontology as a web-addressable 
resource was never properly published. Garijo, Poveda-Villalón (2020, 
2-5) address this directly, stating that namespace URIs must be on a domain 
under the developer’s control, since only then can the correct serialization 
of the ontology be served. The W3C Cool URIs for the Semantic Web note 
(Ayers, Völkel 2008) establishes the same requirement as a foundational 
principle of linked data design.

The second pattern is the use of a file hosting platform (GitHub, GitLab, 
and similar services) as a namespace domain. This is a more sophisticated 
failure than the Protégé default case, in that it reflects deliberate choice rather 
than oversight: the author is aware that the ontology should have a web-
accessible location and uses a hosting platform as that location. However, 
repository URLs on these platforms are not persistent identifiers. The owner 
can rename the repository, restructure its directory layout, or rename the de-
fault branch; the account itself can be renamed or removed; and the platform 
could alter its URL structure or cease to exist entirely. More fundamentally, 
file hosting platforms do not support content negotiation: a tool requesting 
an RDF representation of a resource at such a URL will receive an HTML 
page or a plain-text file dump rather than a typed RDF serialization, making 
the ontology impossible to dereference programmatically in a triple store or 
reasoner without manual intervention. The resource is accessible in the col-
loquial sense but not dereferenceable in the linked data sense. This pattern 
might be termed hosting-as-namespace: the conflation of file hosting with 
URI persistence.

The third pattern involves the use of institutional web infrastructure that 
is in principle stable and appropriate, but where the publication workflow 
between the ontology file and the repository system was never completed. 
A namespace URI pointing to a certified institutional repository commits to 
the OWL file correctly, following the repository’s naming conventions, but 
the corresponding deposit was never finalized, leaving the URI unresolvable. 
This case is instructive precisely because it represents a failure not of expertise 
but of process: the author was aware of good practice, chose an appropriate 
infrastructure, and still produced a non-functional URI because the workflow 
between ontology authoring and repository deposit was not completed. URI 
failures are therefore not simply a proxy for the developer’s level of technical 
knowledge: they can equally reflect gaps in publication workflows, mismatches 
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between ontology authoring tools and repository systems, or the absence of 
institutional processes that bridge the two.

The fourth pattern is post-publication URI decay: ontologies that 
were correctly published with resolvable URIs but became inaccessible over 
time due to changes in hosting infrastructure, institutional reorganization, 
or the expiration of redirect services. This is the case of namespace URIs, 
minted via w3id.org (a community-maintained persistent URI service) that 
cease to resolve correctly after the author updates the GitHub repository 
without updating the corresponding w3id redirect entry. The URI remained 
syntactically valid, and the redirect service remained operational, but the 
chain broke at the point of the repository change. This illustrates that even 
correctly designed URI persistence mechanisms require active maintenance 
and cannot be treated as passive infrastructure exempt from ongoing ste-
wardship.

Across all four patterns, the underlying requirements are consistent 
and well established in the literature. Cox et al. (2021) state that IRIs must 
resolve to appropriate representations over the lifetime of any datasets that 
use them, and that the HTTP server for the vocabulary domain must be 
configured to serve the ontology in response to content-negotiated requests. 
The practical options for achieving this at varying levels of institutional 
capacity are well documented: w3id.org provides free, community-managed 
persistent URIs suitable for individual researchers and small projects; purl.
org remains a functioning legacy option; institutional domains are appro-
priate where stable web infrastructure exists and is actively maintained; 
and domain-specific registries such as the OBO Foundry PURL system serve 
communities with established governance structures. The core requirement 
is invariant across all options: the author must control the domain and must 
commit to maintaining the redirect for as long as the ontology is intended 
to be in use.

For the purposes of the monitoring infrastructure envisaged in this 
paper, these four failure patterns translate into distinct probe behaviors 
(connection error, HTML response without RDF, 404, and redirect chain 
failure) that can be detected and classified automatically, providing the 
empirical basis for longitudinal tracking of URI health across the Heritage 
domain.

2.3  Future perspectives

This paper has presented H-SeTIS as both a curated registry and an 
evolving monitoring infrastructure for SAs in the Heritage domain. The evi-
dence accumulated over two years of database development and active use has 
allowed us to identify recurring URI failure patterns, from the Protégé default 
namespace to post-publication redirect decay, and to outline a monitoring 

http://w3id.org
http://w3id.org
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pipeline capable of detecting and classifying these failures systematically. 
Together, these contributions respond to a gap that the existing literature has 
identified but not yet addressed systematically: the absence of longitudinal, 
domain-specific evidence on ontology abandonment and URI degradation in 
Heritage Science.

H-SeTIS is currently being included in the Catalogue of Services of 
E-RIHS (European Research Infrastructure for Heritage Science; https://
catalogue.e-rihs.eu/), where it will appear as an open-access service for data 
presentation and acquisition. This integration positions H-SeTIS within a 
broader European research infrastructure framework and makes it formally 
accessible to the international Heritage community through a recognized 
and governed service catalogue. Several developments are planned in con-
nection with this wider context. A structured intake mechanism is being 
designed through which organizations, laboratories, and research projects 
will be able to request the inclusion of their SAs in the database directly. 
Under this model, editorial control will remain entirely with the H-SeTIS 
team, which will continue to evaluate submissions, curate metadata, and 
determine whether a resource falls within the scope of the initiative. This 
development is expected to improve the coverage of the database by facili-
tating the identification of resources not yet detected through conventional 
survey activities, while also enhancing metadata quality through the direct 
involvement of resource creators. In addition, H-SeTIS is currently deve-
loping a customized API endpoint to provide data to the Heritage Science 
Portal (https://hsportal.espadon.net/), an OntoPortal instance dedicated to 
browsing, hosting, and serving SAs in the Heritage Science domain join-
tly operated by CNRS-MAP, E-RIHS and ISPC-CNR. More broadly, the 
consolidation of H-SeTIS as a recognized and authoritative platform for 
the registration, curation, and quality assessment of SAs in the Heritage 
domain is intended to contribute to reducing the risk of unnoticed resource 
abandonment and URI degradation over time, and to strengthen its role 
as a community reference point for the dissemination and monitoring of 
semantic resources for Heritage practitioners.
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ABSTRACT

The proliferation of ontologies in the Heritage and digital humanities domain has 
accelerated significantly over the past two decades, driven by the growth of semantic web 
technologies, increasing demands for data interoperability, and the prevalence of project-based 
research funding, which tends to support the creation of new semantic models but provides 
little provision for their long-term maintenance and community uptake. The gap between 
ontology publication and ontology implementation has remained largely unexamined: many 
semantic models are proposed, described in academic papers, and then quietly abandoned, 
never reaching a machine-readable encoding, a stable namespace, or an active user community. 
No systematic evidence of the scale or pattern of this abandonment exists. This paper presents 
a preliminary assessment this phenomenon, drawing on the Heritage - Semantic Tools and 
Interoperability Survey (H-SeTIS), a curated registry of ontologies, metadata standards, and 
semantic tools developed for the cultural heritage domain. Based on a prototyped monitoring 
tool, it aims at quantifying the scale of ontology abandonment and identify the characteristic 
lifecycle patterns through which models fail or stall reaching operational use.
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